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Activity
Consider the confusion mét[&(glhoxn!;egw. A‘ 3 l" f reu’s 1oV WWM 4“”“\'\?
S ovw.om(
Predicted Negative Predicted Positive
Actually Negative TN =22 FP=2X
Actually Positive FN =23 X TP =18

What is the accuracy of the above classifier? The precision? The recall?

{342 & = Y0

R
After calculating €e on your own, click below to see the answ rg"’ 2242%¢ Z Gg
= Accuracy T8

- Precision /_// -0

< Recall
TP ._‘_L
B ;
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Name: speciles, Length: 249 dtype: object

- Here, each row corresponds to a single penguin.

- There arethree 'species’ of penguin: Adelie, Chinstrap, ar

[5]: 1 y_train.value_counts(normalize=True)
(4 V
Constan e Sipher 1 felele

t[5]: species
Adelle 0.45 "
Gentoo @ ja. ™ L{y /;

Chinstrap 0.21
Name: proportion, dtype: float64 f\"ﬂ'{\m\’\“a AcC(C W"“Q'a
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In [16]:

1 util.show_penguin_decision_tree(mo tree, X_train);

bill_length_mm <= 43.

value = [111, 53, 85]
class = Adelie
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In [3]: 1 util.show_one_feature plot(X train, y_train)

Diabetes

e |t seems that as a patient's 'Glucose' value increases, the chances they
have diabetes also increases.
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0 e Another approach we could try is to:
= Place 'Glucose' values into bins, e.g. 50 to 55, 55 to 60, 60 to 65, etc.

= Within each bin, compute the proportion of patients in the training set who had

diabetes.

In [6]: # Take a look at the source code in lec22 util.py to see how we did this!

1
. # We've hidden a lot of the plotting code in the notebook to make it cleaner.
3 util.make_prop_plot(X_train, y_train)
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0 e Another approach we could try is to:
= Place 'Glucose' values into bins, e.g. 50 to 55, 55 to 60, 60 to 65, etc.

= Within each bin, compute the proportion of patients in the training set who had

diabetes.

In [6]: # Take a look at the source code in lec22 util.py to see how we did this!

1
. # We've hidden a lot of the plotting code in the notebook to make it cleaner.
3 util.make_prop_plot(X_train, y_train)
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The logistic function

e The logistic function resembles an .S -shape.

) = | 1
@ 14+e? 1 +exp(—1)

The logistic function is an example of a‘ggmmd function, which is the general term for an S-shaped function. Sometimes, we use the terms "logistic
function" and "sigmoid function" interchangeably.

7 10‘1>
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The logistic function

e The logistic function resembles an .5 -shape.

) = 1 1
@ Cl4et 14 exp(—t)

The logistic function is an example of a‘jgmmd function, which is the general term for an S-shaped function. Sometimes, we use the terms "logistic
function" and "sigmoid function" interchangeably. /

1 00 o(y):
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Below, interact with the sliders to change the values of wg and w;j.

y = o(wo + wix)

In [8]: 1 interact(util.plot_sigmoid, w@=(-15, 15), wl=(-3, 3, 0.1));

wO=0,wl=1.0

- (0, %)
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X

Below, interact with the sliders to change the values of wg and w;j.

y = o(wo + wix)

In [8]: 1 interact(util.plot_sigmoid, w@=(-15, 15), wl=(-3, 3, 0.1));

- N (o '/*rv[ ¢

wO=0,wl=-1.1 )

y ;7'“.:&,7%(,54
a~d ~iew fa o

0.6

i w, 79,

0.2

0—_1 0 —IS (l) é 110 w, L 0 / 1
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Below, interact with the sliders to change the values of wg and w1 .

y = o(wo + wix)

In [8]: 1 interact(util.plot_sigmoid, w@=(-15, 15), wl=(-3, 3, 0.1));

w0 & -8

) wO-:(iS, wl = -1.1 wg C an'(—)'b( s

1

04 Fomfull pos .
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Logistic regression

e Logistic regression is a linear classification technique that builds upon linear regression.

It is not called logistical regression!

e |t models the probability of belonging to class 1, given a feature vector:

P(y; = 1|x;) = o(wo + wlxgl) + w2x§2)+. > +wdx§d)) =.G (L?) - Aug(f,-))

linear regression model
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Glucose

e So,if apatienthasa 'Glucose' level of 150, the model's predicted probability that they have

diabetes is:

6(—5.59 + 0.04 - 150) » ¢(0.41) =~ 0.601

In [15]: 1 model_logistic.predict([[150]])

Out[15]: array([1])

In [18]: 1 model_logistic.predict_proba(X_train[['Glucose']])

Out[18]:

Fo

In [14]: 1 model_logistic.predict_proba([[150]]) | m.1>>
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Attempting to use squared loss

e Our default loss function has always been squared loss, so we could try and use it here.
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qu(w0, wi) = Z yi — o(wo + wq xz )

i=1 Glucose

In [19]: 1 util.show_logistic_mse_surface(X_train, y_train)

Mean Squared Error Loss Surface
for Logistic Regression

18.1>




In [19]:

localhost

>3

Ry (wp, w1) = —
sq(O 1) nzly

1 util.show_logistic_mse_surface(X_train, y_train)

Mean Squared Error Loss Surface
for Logistic Regression

W x: -7.55102
y: 0.08163265
Nz: 0.3688686

i—o(wo+w1 x; )
N’

Glucose;
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SqugreedsQss is bounded to (0, 1) when predicting probabilities!

|
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Ini | 1=

1 util.show ce loss individual 0()
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0 In [21]: 1 util.show_ce_loss_individual 1()

Cross Entropy Loss when yi = 1

= l()g Pi

s = M (YD fmje

Pi

In [22]: 1 util.show_ce_loss_individual 0()

Cross Entropy Loss when yi = 0

—log(1 — p;)

s ) o 1.
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A non-piecewise definition of cross-entropy loss

e We can define the cross-entropy loss function piecewise. If y; is an observed value and p; is a predicted
probability, then:

o —loge)  ifyi=1
Lce(yza pl) = { —log(l _ Pi) 1f Vi = 0

e An equivalent formulation of L. that,isn't piecewise is: >7 S AN

Lee(yi, pi) = — (yilog pi + (1 — y;) log(1 — pi))




Average cross-entropy loss

o Cross-entropy loss for an observed value y; and predicted probability
pi = P(y; = 1|x;) = 6 (@ - Aug(x,)) is:

Lee(yi, pi) = — (yilog pi + (1 = y;i) log(1 — pi))
e To find 113*, then, we minimize average cross-entropy loss:

2 l ¥ T 71 — .\ lna
Ree (W) = ——) 15r10gP; — yi) log(1 — pi))

]
n

1 - — T 5
" n D [yilog(o (@ - Aug(x)) + (1 — y)log(1 — o (& - Aug(xy)))]
o1

I
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© LogisticRegression in sklearn,revisited

e The LogisticRegression classin sklearn has alot of hidden, default hyperparameters.

In [26]: 1 LogisticRegression?

e |t performs L, regularization ("ridge logistic regression") by default. The hyperparameter for regularization strength,
C,isthe inverse of A; by default, it sets C = 1.

1
C =—
A

e So, for a given value of C, it minimizes:

51'\/2\/43 Q QE ID‘SC




e By default,the predict method of afit LogisticRegress i

In [30]: model_logistid.DataFrame( [{
tGlucase = ,)VQ_(JEC:I} C'&G (

+1))

Out[30]: array([0])

e But, logistic regression is designed to predict probabilities. We ¢
probabilities using the predict_proba method, as we saw eal

In [29]: model_logistic.predict_proba(pd.DataFrame( [{
'Glucose': 125,

1))
/ F‘
Outl29]: array(f[e.65,) 0.35]])
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Thresholding probabilities

e As we did with other classifiers, we can visualize the decision boundary of a fit logistic regression
model.

e |f we pick a threshold of 7', any patient witha 'Glucose' value such that:

o(w, + wi - Glucose;) > T bj J.wa—'hL) T_: 0)- B

Is classified as having diabetes.
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Is classified as having diabetes.

e Forexample,if T' = 0.5:

In 13118

Diabetes

0.8

0.6

0.4+

0.2

(.DI”MCUL..“I“i

' Glucose = |40

\
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Outcome

I
50

T
100

T
‘ 150

Glucose

I
200

|
250

® yes diabetes
no diabetes
mmm | 0gistic Regression Model
wf= Threshold of T = 0.5

%

1 util.show_one_feature_plot_with_logistic_and_y_threshold(X_train, y_train, 0.5)

2.1 )
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Decision boundaries for logistic regression

e |n our single feature model that predicts 'Outcome’ givenjust 'Glucose’, our predicted
probabilities are of the form:

P(y; = 1|Glucose;) = o (w("; + wy - Glucose,-)

e Suppose we fix a threshold, T". Then, our decision boundary is of the form:

e+ -y Y )
Wt do  Solve fw the 61&.(0052 - W%
o n Hre Louwad o (’(Dl/\f 7‘
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e The odds of that event are:

P

odds(p) = 1
—D

e Forinstance,ifthere'sa p = % chance that Michigan wins this week, then the odds that Michigan

wins this week are:

as the "log odds" of p!

G&MW“’L \ I

®
w1 )
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Solving for the decision boundary
o(t)

e Previously, we said that if we pick a threshold 7', then:

o (w;‘; + wi - GlucoseT) =T

e We re-arranged this for the 'Glucose' value on the threshold, Glucoser:

s rt

Glucoser = -
Wi
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e What does the resulting decision boundary look like, in a d = 2 dimensional plot?

In [46]: 1 util.show_decision_boundary(model_logistic_multiple, X_train, y_train, title='Logistic Regression Decision Boundary (T = 0.5)"')

Logistic Regression Decision Boundary (T = 0.5)

® no diabetes
® vyes diabetes

U(WOW, Grlucose 1, BH') add

sl o
W, tW, Q(ucoqe 'HJ?,BM[ =0 (AS)
We + W, X +w2.3-—.-0‘ (O'Y)

- -/—D‘X

BMI

Glucose

X

e Note that unlike the decision boundaries for k~*Rearest neighbors and decjsion trees, tHis decision boundary is

linear.

Zazal R"O'*‘D@nlwm"

e Specifically, the decision boundary in the feature space is of the form:

a-Glucose; +b-BMIL +c¢c=0
2 .
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e What does the resulting decision boundary look like, in a d = 2 dimensional plot?

In [46]: 1 util.show_decision_boundary(model_logistic_multiple, X_train, y_train, title='Logistic Regression Decision Boundary (T = 0.5)"')

Q |
Logistic Regression Decision Boundary (T = 0.5) & .‘M
65 - : no dcila.bstt:s [' “ La r C o HL. f q V! I °

60 -
59 ]
50 1
45

40 -

BMI

35- 3

301

= P
W, tW, tfrfucoge “HJZBM[ =0 (AB)
We + W, X +w2-j-==-d‘ (OY)

- p —f—D‘X

25

)
20 1

Glucose

X

e Note that unlike the decision boundaries for k~*Rearest neighbors and decjsion trees, tHis decision boundary is

linear.

e Specifically, the decision boundary in the feature space is of the form:

a - Glucose; +b-BMI +c =0 m(“!’ll'{'l‘Q ."—“D-

? 39.1>




