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Worksheets

Problems are sorted by topic in the worksheets below. Each worksheet also has a link to the discussion review slides for that
week from Winter 2025.

e Arrays and Probability (slides)

e DataFrames and Querying (slides)

e Grouping, Merging, and Pivoting (slides)

e Visualization, Imputation, and Web Scraping (slides)
e Regular Expressions and Text Features (slides)

e Loss Functions and Simple Linear Regression (slides)
e Multiple Linear Regression (slides)

e Feature Engineering and Pipelines (slides) LZ C:).MYQ— 20 ‘T- ZJ ( 7 )
e Cross-Validation and Regularization (slides
e Gradient Descent and Classification®(slides)

cusegig N Jectwre 22422 (Thusd 9y )

In addition, we have a few “review” worksheets which contain topics from multiple weeks, designed to be completed in the fe
days before an exam. You &an treat them like mock exams, with the caveat that these worksheets contain topics from several
different old exams, and werd&\never tested as real exams, and so they may be too long or short and bg-missing topics. 2 ’>

 Midterm Review Nne er TKQ ) Aﬂ'y Le C'{uf‘e

e Final Review, Worksheet 1
e Final Review, Worksheet 2
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Minimizing arbitrary functions

e Assume f(w) is some differentiable function.

For now, we'll assume f takes in a scalar, w, as input and returns a scalar as its output.




f(w) =5w* —w’ —5w* +2w -9
In [2]: ] 1 util.draw_f()

fw) =5w* —w’ = 5w +2w -9
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e What does % f(w) mean?

In [3]: 1 from ipywidgets import interact
2 interact(util.show_tangent, w@=(-1.5, 1.5));

w0 @ -0.20

Tangent line to f(w) at w = -0.2
—4- Slope of tangent line: 3.72

+ 2w -9

: )
Swt —w’ - 5u?
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f(w)
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e What does % f(w) mean?

In [3]: 1 from ipywidgets import interact
2 interact(util.show_tangent, w@=(-1.5, 1.5));

wo @ -1.10

Tangent line to f(w) atw = -1.1
=45 Slope of tangent line: -17.25

Sw* —w? -5 +2w -9
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Gradient descent

e To minimize a differentiable function f:

1. Pick a positive number, a. This number is called the learning rate, or step size.

Think of a as a hyperparameter of the minimization process.

2. Pick an initial guess, w©
3. Then, repeatedly update your guess using the update rule: MbUE OEEO‘. ,‘fg_

fIC‘,A-e}f,A P
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Gradient descent

e To minimize a differentiable function f:

1. Pick a positive number, a. This number is called the learning rate, or step size.

Think of a as a hyperparameter of the minimization process.

2. Pick an initial guess, w©
3. Then, repeatedly update your guess using the update rule: MbUE OEEO‘. ,‘fg_

fIC‘,A-e}f,A P
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0.01

# while the derivative 1s not close to 0...
while np.abs(util.df(w)) > 0.0001:
print(f'current w: {w}, current f: {util.f(w)}, current df: {util.df(w)}"')
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current w: 0
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w - alpha * util.df(w)

urrent f:

-9.0419912,
8640000000001,
.06611735105603073,
.09254013458392825,
.12137874099172499,
.15271698141488577,
.18657665762463352,
.22289101953452856,
.26147504599519844,
.3019961066782706, current f:
.34395115934179504, current f:
. 3866591537481499, current f:
.4292783914408374, current f:
.47085635344740523, current f:
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current
current
current
current
current
current
current

.5104125096109472,

.5470435043388595,
.5800288815485529,
.6089105348584475,

.6335250269886201,
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f: -9, current df: 2
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current df: 2.19864
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.092697534534848,
.153707640152518,

.534653693114066,
.670770041544909,

.226739485158518,

.313547950444573,
.415764917165259,
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.4130951056030714
.06422783527897518
.883860640779675
.1338240423160784
.385967620974774
.6314361909895023

.8584026460669874

-9.82354751342766, current df: 4.0521060683072125

-9.990869209447597, current df: 4.195505266352445

-10.168746781865512, current df: 4.270799440635486

-10.351278044747946, current df: 4.2619237692687495

-10.531053598024561, current df: 4.157796200656783
-10.700082595297433, current df: 3.955615616354196
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: -10.851100752632558, current df:
: -10.97889105993112, current df:

: -11.081146620386715, current df:
: -11.158554739933203, current df:
: =11.214127069534642, current df:
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-11.315651279613537, curr
-11.315668736007677, current
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31545689038677, current df: 0.10967130332536887
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31568980810356,/ current df: 0.0021988356864550695

. 315689850151257, current df: 0.0016256987150136126

3156898731356, | current df: 0.0012019236357527774

.315689885698859, current df: 0.0008885992570517587
. 315689892565718, current df: 0.000656945422983668

315689896318922, current df: 0.0004856779694417668

. 31568989837027,\ current df: 0.0003590578185006521

315689899491439)\ current df: 0.0002654471448240159
315689900104207, \current df: 0.00019624212212923706

ent df: 0.0001450777175318052
31568990062215, curre i 0. 00070725325352023418
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© Visualizingw” = 1.1, a = "I |

What if we start with a different initial guess?

In [10]: 1 util.minimizing_animation(w@=1.1, alpha=0.01)

Gradient Descent
Initial Guess = 1.1 Step Size = 0.01

J Start animation

(&) Stop animation

-10 4

-11
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@ Lingering questions

e When is gradient descent guaranteed to converge to a global minimum? What kinds of functions work
well with gradient descent?

e How do we choose a step size?

e How do we use gradient descent to minimize functions of multiple variables, e.q.:

mean 7Z
_a penat

2 i,
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@ Lingering questions

e When is gradient descent guaranteed to converge to a global minimum? What kinds of functions work
well with gradient descent?

e How do we choose a step size?

e How do we use gradient descent to minimize functions of multiple variables, e.q.: g
— _ 1 — — 2 )
Rridge(w) — ; Hy o Xw” +

This is a function of d + 1 variables: wg, wy, ..., wy. =
. rlak‘ tﬂ‘ |

e Question: Why can't we use gradient descent to find 10; s ? Lt

[ J l not dif@/wﬁa%mo@) = I - Xa|

2 i,
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What makes a function convex?

60k -
400
350 40k -
300 & a 20k -
250-
0_
2 200 <
e < —-20k-
150
-40k -
100
-60k -
50 -
~80k -
0
-20 -15 -10 -5 0 5 10 15 20

T T . T T T T
-30 -20 -10 0 10 20 30 40 50 60

w

A convex function 4. A non-convex function X.

9 20.1>
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Intuitive definition of convexity

60k -
40k-

20k -
= = -20k

-40k -
100

~60k-
50

o = SoneHwes

T “above, siinebacs el
A convex function (4. A non-convex function X.
 Afunction f is convex if, for every a, b in the domain of f, the line segment between: / ) {
(a, f(a)) and (b, f(b)) K I

cmve X

does not go below the plot of f.
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Second derivative test for convexity

e If f(w) is afunction of a single variable and is twice differentiable, then f(w) is convex if and only if:

2
: f(w)ZO, Vw
duw?

e Example: f(w) = w? is convex.

Fe ' ) 1202 O
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Second derivative test for convexity

.9

e If f(w) is afunction of a single variable and is twice differentiable, then f(w) is convex if and only if:

2
. f(w)ZO, Vw
duw?

e Example: f(w) = w? is convex.

O A O
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Minimizing functions of multiple variables

o We will typically use gradient descent to minimize empirical risk functions, R(ﬁ), to find optimal model
parameters.
A model with d + 1 parameters w, wy, ..., w, willhave a (d + 2)-dimensional loss surface.

¢- 9. 5[/Z A‘:,
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In [17]: 1 util.make_3D_contour()

Sy, ws) = 3sin(2ewy ) cos(2iwy) + wy + w3




Minimizing functions of multiple variables

e Consider the function:

f(wy, wy) = 3sinRw,) cosw,) + w? + w3

of of

e |t has two partial derivatives: > and ——.
Wi 6w2

See the annotated slides for what they are ané\how we find them.

;ff = Deos (2u, ) o 2w,) Z 2w
9’6‘, ——é S\ (ZW,) fhﬂ(ZWz) + 2 N2

e
Iwq
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: tt .
The gradient vector "habla
(
o If f(w) is afunction of multiple variables, then its gradient, V f(w), is a vector containing its partial
derivatives.
e Example:

f(w) = f(wy, w,) = 3sin(Rw;) cosRw,) + w% + w%

6 cos(2wq) cos(Qw,) + 2w,

Vi) = —6 sin(2wq) sin(2w,) + 2w,
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The gradient vector "habla
'
o If f(w) is afunction of multiple variables, then its gradient, V f(w), is a vector containing its partial
derivatives.
e Example:

f(w) = f(wy, w,) = 3sin(Rw;) cosRw,) + w% + w%

V () = 6 cos(2w,) cosRw,) + 2w, ‘
—6 sin(2wq) sinRw,) + 2w,

€. 9- W [ ] Vf(if)) = [G-cos(z-)coc @)+ 0] [0t

~6 (' 20) 7:)+ -3
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The gradient vector

o If £(w) is afunction of multiple variables, then its gradient, V f(w), is a vector containing its partial
derivatives.

o Example:

UV © -
72 W :2 W f(w) = f(wy, w,) = 3sin(Rw;) cosRw,) + w% + w%

e Example:
Wo

W\

W a
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V j@ L
—6 sin(2w,) sin2w,) + 2w, J

In [18]: 1 util.make_3D_contour(with_gradient=True, wl_start=-0.2, w2_start=0.5)

at Point (-0.2, 0.5)
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V jm L
—6 sin(2w,) sin2w,) + 2w, J

In [18]: 1 util.make_3D_contour(with_gradient=True, wl_start=-0.2, w2_start=0.5)

at Point (-0.2, 0.5)
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Gradient descent for functions of multiple variables

e Example:
f(w) = f(wy, w,) = 3sinw;) cosQu,) + w? + w3

6 cos(2w1) cosRw,) + 2w,

Vi) = [—6 sin(2wq) sin(Rw,) + 2

w*
. 5 e : =¥
e The global minimizer* of fisavector, w = [ i]
w
2

*If one exists.

o We start with an initial guess, ﬁ(o), and step size a, and update our guesses using:

u—;(t+1) _ u—)’(l‘) . avf(u‘)’(t))
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o |et's visualize the execution of gradient descent on our trigonometric example.
Change wl_start,w2_start,and step_size below and see what happens!

X

In [20]: 1 util.display_paths(wl_start=1, w2_start=-0.5, iterations=10, step_size=0.1) l
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o |et's visualize the execution of gradient descent on our trigonometric example.
Change wl_start,w2_start,and step_size below and see what happens!

In [21]: 1 util.display_paths(wl_start=0, w2_start=0.5, iterations=10, step_size=0.1)

N

from (0, 0.5

! = )[ 0 b Y J

/

(ZM ITM)S

a | . | . {0




Activity

Consider the following function. o
4 2
fw, wy) = (wy —2)" + 2w, — (wy — 3)

Given an initial guess of ﬁ(o) = [O] and a step size of @ =

(
What is H2? \';D\)( )

l_:’(n: U)J(O)_ X VF(&(“) _ [;0

1

3 perform Wlteratlons of gradient descent.
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empirical risk:

N :
Ry (w0, w1) = Ryg (&) = ;m — (W + w1 x;))

a—

IWs
? -

e

2 % "
- ;(y,- - (o +wix)x; |

e This is a function of multiple variables, and is differentiable, so it has (yrad'erg![z

2 n
- Z(J’i — (wo + w1 x;))
VR(D) = =
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empirical risk:

N :
Ry (w0, w1) = Ryg (&) = ;m — (W + w1 x;))

e This is a function of multiple variables, and is differentiable, so it has a gradient!

2 n
- Z()’i — (wo + w1 x;))
VR(D) = fl
-2 (51— (wo + wix))x,
L

3 Wy
e Key idea: To find w* = [ 2 ‘,we could use gradient descent!
w
1

e Why would we, when closed-form solutions exist?

e cienl ( .




€ empirical risk:

I :
Ry (w0, w1) = Ryg (&) = Z,(y,- — (W + w1 x;))

\/\/\Ew/dw

MZAA. S
e This is a function of multiple variables, and is differentiable, so it has a gradient!
|0, i
v 2 :
\f\ \ Jo — Z()’i — (wo + w1 x;)) IhV’[‘/{ J
\19“‘\”&’& ") VE- & N, Xy - =r<e.
: y \O'J - Z()’i — (wo + w1 x;))x; v 75 ™) 7"4 7
5\\1\/“ n 4 A
=1 bw'( W are
'}4'4 O Ia “M bne
34 Wy
e Keyidea: Tofind w = [ 0],we could use gradient descent! (‘
wi

_— tah be move f’l@“ '

e Why would we, when closed-form solutions exist?




