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Ridge regression

e |dea: In addition to just minimizing mean squared error, what if we could also try and prevent

large parameter values?

Maybe this would lead to less overfitting!

e Regularization is the act of adding a penalty on the norm of the parameter vector, LT), to the
objective function. Y u\{ o 2’“"'“ ¢
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large parameter values?

Maybe this would lead to less overfitting!

e Regularization is the act of adding a penalty on the norm cf the parame %r vector, w to the

objective function. = ” V\)” ""':H’W%

e Linear regression with arization — as shown above - is called ridge regression.

You'll explore the reason why in Home
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e Linear regression with L, regularization — as shown above - is called ridge regression.

You'll explore the reason why in Homework 9!

e |Intuition: Instead of just minimizing mean squared error, we balance minimizing mean
squared error and a penalty on the size of the fit coefficients, w7, wy, ..., w:‘i.

We don't regularize the intercept term!

e /A is a hyperparameter, which we choose through cross-validation.

X

e The wridge
Rsq(w)!

L o . - . L
that minimizes Ryidge(W) is not necessarily the same as wg; g, which minimizes
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Activity
The objective function we minimize to fi T idge regression is:
d
Rriggl(0) = I 94 ) w?
j=1

A is a hyperparameter, which we choose through cross-validation. Discuss the following points
with those near you:

® ?
What if we pick A = 0 —what s wndge then.ag N\ 0O W(au(j
e What happens to wndge as A — 007?
d| %
e Can A be negative? n 0 > — O
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In [9]:

1 util.show_ridge_contour

w2

Mean Squared Error with Ridge Regression Constraint
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Regularization Hyperparameter: A=0.100

A=0.001 A=0.002 A=0.004 A=0.006 A=0.011 A=0.020 A=0.035 A=0.063
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Using GridSearchCV tochoose A |{) > , - -,

rh,j | pa 2
 In general, we won't just arbitrarily choose a value of A. 7
Vvu—\j <
e Instead, we'll perform k-fold cross-validation to choose the A that leads to predictions that

work best on unseen test data.

The value of A depends on the specific dataset and model you've chosen; there's no universally "best" A.

In [ ]: hyperparams = {

'ridge__alpfa': 10.0 x* np.arange(-2, 15) # Tr\e0.901, 0.1, 1, 10, 100, 1000, ...

¥

model_regularized = GridSe

estimator=make_pipeline(PolynomialFeatures(25, include_bias=False), Ridge()),
param_grid=hyperparams,

scoring="'neg_mean_squared_error'

)

model_regularized.fit(X_train, y_train)

’ 18.1 >




In

[34]:

display(HTML(results_df_str))

Regularized (Degree 25)

Used cross-validation to choose A

training MSE 472
average validation MSE (across all folds)™MNaN

test MSE 14.21

10.33
17.60

17.17

7.11
7.40
10.52




1n 14451 1 util.show_lasso_contour()
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Regularization Hyperparameter: A=0.040

A=0.001 A=0.002 A=0.004 A=0.006 A=0.011 A=0.020 A=0.035 A=0.063
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Aside: average validation error vs. A

e How did the average validation MSE change with A?

Here, large values of A mean less complex models, not more complex.

In [54]:

pd.Series(-commute_model_ridge.cv_results_['mean_test_score'l,
index=np.log10(lambdas))

.to_frame()

.reset_index()

.plot(kind="'1line', x='index', y=0)

.update_layout (xaxis_title="$\log(\lambda)$', yaxis_title='Average Validation MSE"')
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ols ridge lasso

feature jmuz( .

intercept 460.31 21415 2.54e+02

polynomialfeatures__departure_hour -94.79 -0.71 -2.10e+01
polynomialfeatures__departure_hour~2 6.80 -4.63 -1.70e+00

polynomialfeatures__departure_hour*3 -0.14  0.31 1.81e-01

onehotencoder__day_Mon -0.61 -5.74 -2.70e+00
onehotencoder__day _Thu 13.30 6.04 9.00e+00
onehotencoder__day_Tue 11.19 5.52 8.68e+00
onehotencoder__day Wed 5.73 -0.4
onehotencoder___month_December 8.90 2.82 4.06e+00
onehotencoder__month_February —5.33(-\—>7.14 -5.81e+00
onehotencoder___month_January 1.93 0.39
onehotencoder__month_July 2.46 0.44
onehotencoder__month_June 6.28 4.45 5.14e+00
onehotencoder__month_March -0.76 -1.70 -8.17e-01
onehotencoder__month_May 0.36 495 5.57e+00 . |1 >

onehotencoder__month_November 1.40 -1.81  -0.00e+00
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6 }).set_index('Model")
/ df.plot(kind="'barh', barmode='group')

variable
B Training MSE
B Test MSE

Model

value

e The best-fitting LASSO model seems to have a lower training and testing MSE
than the best-fitting ridge model.

e But, in general, sometimes LASSO performs better on unseen data, and sometimes
ridge does. Cross-validate!

Sometimes, machine learning practitioners say "there's no free lunch" — there's no universal always-best technique to use to make
predictions, it always depends on the specific data you have.




