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0 65 rows x 2 columns

 First, we need to import the relevant class from sklearn.preprocessing.

In 15] from sklearn.preprocessing import OneHotEncoder

e Like with StandardScaler, we need to instantiate and fit our OneHotEncoder

instsance before it can transform anything.

In [6]: ohe = OneHotEncoder()

In [8]: ohe.get_feature_names_out() Z 0 (,( £ - A CO'WV‘ S'

Out[8]: array(['day_Fri', 'day_Mon', 'day_Thu', 'day_Tue', 'day_Wed',
'month_August', 'month_December', 'month_February',
'month_January', 'month_July', 'month_June', 'month_March',
'month_May', 'month_November', 'month_October', 'month_September'],

dtype=object)

In 7] ohe.fit(df[['day', 'month'l])

QUL v OneHotEncoder

OneHotEncoder()
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* W, and w7 are shown below, along with the
We call this the model's training MSE.

1 [17]: people_one_feat.intercept_, people one_feat.coef_
1t [17]: (-82.57p74306454093, arpray([3.08]))

P wl1 aﬁu/\qiy? -
1 [18]: from sklearn.metrics import mean_squared_error

mean_squared_error(y, people_one_feat.predict(X))

1t [18] :< 101. 58&53248632849
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Out[21]:

v LinearRegression 2 (0 1 ,@
LinearRegression() - ? 6 3

En: 1221 people_two_feat.intercept_, peopl¢e

Out[22]: 55502376602, arra

In [£3]: 1 mean_squared_error(y, people~two feat.predict(X2))

Out23]:[ 101.58844271417476 _/
\ 4 jyf l\‘lzéz I 2;!.:?L15r : l IZL-' ’70W1v16‘1:
SAme as (o- S : f u_»t
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Redundant features

» Suppose in the first model, w§ = —80 and w} = 3.

predicted weight, = —80 + 3 - height in inches,
i tHhe Span of

e In the second model, we have:

predicted weight; = w{ + w7 - height in inches; + wj -

L7
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* Suppose in the first model, w§ = —80 and wj = 3.

predicted weight, % —30 }é > height 1n inches;

e In the second model, we have:

predicted weight; = w§ + w7 - height in inches; + w3 - height 1n feet;

height in inches;
12

e But, since height 1n feet; =

predicted weight; = wg + w7 - height 1n inches; + w5 - height in feet,

height in inches; )

= wy + w7 - height 1n inches; + wj - ( >

W) (w* + 1 )-height in 1nches;
b 1o 5

L7
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Infinitely many parameter choices

e Issue: There are an infinite number of w7 and w5 that satisf LoFH—\
W oq‘ = 'YB:
predicted weight, = —80 + 5 - height in inches; — 24 - height in feet, PR T
L. (@) MS
S9 L,
2 oS
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 One hot encoding will result in multicollinearity unless you drop one of the one hot encoded
features.

e Suppose we have the following fitted model:

For illustration, assume 'weekend' was originally a categorical feature with two possible values, 'Yes' or 'No"’.

H(x;) =1 — 3 - departure hour; + 2 - (weekend,; ==’ Yes) — 2 - (weekendé == NO)

ok
e This is equivalent to: O [

H(x;) = 10 — 3 - departure hour; — 7 - (weekend; == Yes) — 11 - (weekend; == No)

2 51 D
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e One hot encodipgwill result in multicollinearity unless you drop one of the one hot encoded

features. (£ co /{,‘qeanll/ — Mﬁ\vﬁcg 2 ¥ 7

e Suppose we haye the following fitted model: = {7

B
‘ b XTX A= X"
=
For illustration, assume 'weeken@ —wasorigimelheacategorical feature with two possible values, 'Yes' or 'No"' .

WP P C.
H(x;) = 1 — 3 - departure hour; + 2 - (weekend; &=

r

X" ndT Mvetille.

— 2 - (weekend; == No)
4

|
. ok

e This is equivalent to: O [

H(x;) = 10 — 3 - departure hour; — 7 - (weekend; == Yes) — 11 - (weekend; == No)

[ O iF \{tM szp bo fi. '{(_)3 P
O I 0 . .>< ) [o’um—,c A I
D st " live .halelwp(o.vif.

: —
> = Np = [ = Tes
«r No XTX no—f' Mvexvh (e
2 )
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0 1 Tue May
2 Mon May

62 Mon March
63 Tue March
64 Thu March

65 rows x 2 columns

e Let'stryusing drop="f1irst' wheninstantiatinga OneHotEncoder.
alyasgc dv s

(ot fenst f>
L e Zvazbﬂq)

In [25]: ohe_drop_one = OndHotEncoder(drop="'firs

In [ ]: ohe_drop_one.fit(df[['day', 'month'l])
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0 o Let'stryusing drop="1T1rst" when instantiating a UneHotEncoder.
In [125] ohe_drop_one = OneHotEncoder(drop='first')
In [26]: ohe_drop_one.fit(df[['day', 'month'l])
Out[26]:

v OneHotEncoder

OneHotEncoder(drop="'first"')

e How many features did the resulting transformer create?

Ty |27 ¢ len(ohe_drop_one.get_feature_names_out())

Out[27]: 14 ) (g.—() + (I/.... ]) = IL'I'

e \Where did this number come¥rom?

In [28]: df['day'].nunique()
Out[28]: 5
In [29]: df['month'].nunique()

Out[29]: 11
2 1>
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Pipelines in sklearn

e From sklearn's documentation:

Pipeline allows you to sequentially apply a list of transformers to

preprocess the data and, if desired, conclude the sequence with a final
predictor for predictive modeling.

Intermediate steps of the pipeline must be "transforms’, that is, they must

implement T1t and transform methods. The final estimator only needs
to implement f1t.

e General template: pl = make_pipeline(transformer_1, transformer_2, ...,
model).

Note that tha-mee B Pipennes or jusatransformers.

' | —y . e ) mode £

? 19.1>
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# depending on what's passed in to .tranform (experiment on your own).

from sklearn.pipeline impor grccionT ranstolper
WeekConverterTransformer € FunctionTransforme#(
lambda x: 'Week ' + ((X .astype(str)

)

0 # Here, we're having that function return a new—Series/DataFrame,

In [67] ! WeekConverterTransformer.transform(df[['day of month']l])
Out[67]:
day_of_month

0O Week3

1 Week 3

2 Week 4

62 Week1

63 Week1

64 Week1

65 rows x 1 columns
| 79»1{ ovmes)

e We need to apply two consecutive transformationsto 'day_of_month', which calls for a
Pipeline.

In [ ]: day_of_month_transformé\ué'make_pipelin
WeekConverterTransformer, OneHotEncoder(drop='first')

)

day_of_month_transformer '

’ ; 23. 1 >
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To specify which transformation to apply to which columns, create a Colu

IR |Zd) % from sklearn.compose import ColumnTransformer, make_column_transformer
from sklearn.preprocessing import PolynomialFeatures

In 1721: preprocessing = make_column_transformer(
(PolynomialFeatures(3, include_bias=False), ['de arture_hour'])4£f’—-
(OneHotEncoder(drop="first'), ['day', 'month ])
(day_of_month_transformer, ['dayza?:month'])é"'

remainder="drop’ [ ‘D
) W*VFN""Q 0 L(Urm U
preprocessing ( 4 [ ( g g(]

ffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffffff . S ——
RuLLrel < ColumnTransformer
S polynomialfeatures = onehotencoder = pipeline
» PolynomialFeatures > OneHotEncoder » FunctionTransformer
CO\quV‘ MM!FOW"H > OneHotEncoder
I

s o “Condwe for —_— T\Alat"ﬂ



In [78]: model.predict(pd.DataFrame{ [{

‘departure_hour': 8.5,
‘day’': 'Tue'’,
'‘month': "June’,
-”/;7 ‘day_of_month': 3
1)) L~

Outl78]: ar
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Low Battery
Your Mac will sleep soon unless plugged into
a power outlet.

Activity

How many columns does the final design matrix that mode L creates have? If you write

code to determine the answer, make sure you can walk through the steps over the past
few slides to figure out why the answer is what jiA

-) 2

In [79]: 1 model

----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------

Out[79]:

> Pipeline
§ > columntrgnsformer: ColUmnTransformer
é» polynomialfeatures > onehotencodgr > pipeline
Eé » PolynomialFeatures i > OneHotEnco é g » FunctionTransformer
| e e . .‘ I
é » OneHotEncoder
; |
» LinearRegression
_________________________________________________________________________________________________________________________________ |
’ 26 .1 >
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Activity

How many columns does the final design matrix that mode 1 creates have? If you write code to determine the answer, make
sure you can walk through the steps over the past few slides to figure out why the answer is what it is.

I 851 model

OutiBs]:

> Pipeline
> columntransformer: ColumnTransformer
3 polynomialfeatures 3 onehotencoder > pipeline
é » PolynomialFeatures = » OneHotEncoder '+ FunctionTransformer
é » OneHotEncoder
{ |
| é » LinearRegression
S o
In [82]: model.named_steps|['linearregression’]
Quti82]=: | : :
v LinearRegression
gLinearRegression() |
In [84]: model[-1]
Out[84]: | : :
v LinearRegression
gLinearRegression()
In [88]: len(model[-1].coef_) + 1
9 Out[88]: 22 2.1 >

I T




