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Bag of words

e The bag of words model represents documents as vectors of word counts, i.e. term frequencies.

The matrix below was created using the bag of words model.

e Each row in the bag of words matrix is a vector representation of a document.

big data class science

big big big big data class 4 1 1 0)
data big data science 1 2 0 1
science big data 1 1 0) 1

_)
e For example, we can represent the document 2, data big data science, with the vector d,:
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Angles and similarity

o Key idea: The more similar two vectors are, the smaller the angle 8 between them is.

[ A Wj vf wo—d S5

6 = 85.62 0 =32.5¢ 6 =0.0¢°
cosB6 =0.08 cos6=0.84 cosf =1.C

Cl

e The smaller the angle 0 between two vectors is, the larger cos @ is.
e The maximum value of cos @ is 1, achieved when @ = (.
0 ¢ &£ 90

e Key idea: The more similar two vectors are, the larger cos 0 is!
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Consider the matrix of word counts we found earlier, using the bag of words model:

big data class science

big big big big dataclass 4 1 1 0
data big data science 1 2 0 1
science big data 1 1 0 1

1. Which two documents have the highest dot product? A' ) AZ B

2. Which two documents have the highest cosine similarity? A 7, o!g




Issues with the bag of words model

e Recall, the bag of words model encodes a document as a vector containing word frequencies.

word Z\KQ

t consider the order of the terms.

"bigAlata science" and "data science big" have the same vector representation, but mean different things.

e ltdpesn't consider the meaning of terms.

ally hate data" and "l really really love data" have nearly identical vector representations, buts€ry different meanings.

"l really e

e |t treats all words as being equally important. This is the issue we'll address today.

In "l am a student” and "l am a teacher", it's clear to us humans that the most important terms are "student" and "teacher", respectively. But in the bag of words
model, "student" and "I" appear the same number of times in the first document.
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Jocument frequency

J

* The inverse document frequency of aterm 7 in a set of documents d¢, d,, . . . is:

{df(f) log( total # of documents )

# of documents in which ¢ appears

 Example: What is the inverse document frequency of "billy" in the following three documents?
= "my brother has a friend named billy who has an uncle named billy"
= "my favorite artist is named jilly boel"

. - ( -—'—3
= "why does he talk about someone nameddilly so often” \ oj ‘z

e Answer: log(%) ~ 0.4055.

Here, we used the natural logarithm. It doesn't matter which log base we use, as long as we keep it consistent throughout all of our calculations.

e |ntuition: If a word appears in every document (like "the" or "has"), it is probably not a good summary of any one
document.

e Think of 1df(#) as the "rarity factor" of t across documents - the larger 1df(?) is, the more rare t is.

1df(z) large = t rare across all documents
1df(¢) small = ¢ common across all documents
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Computing TF-IDF

e Question: What is the TF-IDF of "science" in "data big data science"?

big data class science

big big big big data class 4 1 1 0]

data big dat 1 2 0 1
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PCA(n_components=2), Z g q q [

) Q
pipeline.fit(speeches['text']) iqzzz\\\

scores = pipeline.transform(speeches['text'])

fig = px.scatter(x=scores[:, 0], \! LN A‘L‘Z_
y=scores[:, 11, Prl\’\up

hover_name=speeches['text'].index,

color=speeches['text'].index.str.split(', ').str[-1].astype(int), Cwm(y\ws

color_continuous_scale='Turbo',

size max=12, :

size=[1] * np.ones(len(scores))) 'AT\A"Q S' 3

fig.update_layout(xaxis_title='PC 1°', z]
yaxis_title='PC 2',

title='PC 2 vs. PC 1 of TF-IDF-encoded<br>Presidential Speeches',
width=1000, height=600)
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Problem 13

Problem 13.1 ;df (‘:‘H«L“> N ( ; 3 Bl

Consider the following five sentences.

e "of the college board —_
— 1/,
e "the board the board@

o "board@(ollege board of"
[
v
° college board of college"

. "board@llege board is"
®

Suppose we create a TF-IDF matrix, in which there is one row for each sentence and one column for each unique word. The value in row ¢z and column 7 is the TF-

IDF of word 7 in sentence 7. Note that since there are 5 sentences and 5 unique words across all sentences, the TF-IDF matrix has 25 total values.

Is there a column in the TF-IDF matrix in which all values are 0?

No

Click to view the solution.

Problem 13.2

In which of the following sentences is “college” the word with the highest TF-IDF?
Sentence 1

Sentence 2



Problem 13.1 sentene < ( &
Consider the following five sentences. { W - L . (o
» "of jhe coTl/ege board the" Jf( Co“ﬁae ) - 5 (7

e "the board the board the"
e "board the colTege board of""
o "NG coltﬁﬁg’;;ard of college"

e '"board the collsee board is"

board 0 By T’ = O

Suppose we create a TF-IDF matrix, in which there is one row for eac column for each unique word. The value isow ¢ and columniy {s th n

sentence 2. Note that since there are 5 sentences and 5 unique words dcross all sentegces, the TF-IDF matrix has 25 total values.

Is there a column in the TF-IDF matrix in which all values are 0?

\. W\ 3
. \df‘( (an,(cle_ B [08 (_“

Click to view the solution.

Problem 13.2 Cﬂl({
In which of the following sentences is “college” the word wijlas-re T \
([ 'd

Sentence 1 i

Col\e ¢, € vs§. 6
, bl )L ( __%_>
oy =) £ log (-—z; ¢

Sentence 5

Click to view the solution. 7\
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Sentence 4

Sentence 5

Click to view the solution. \V

Problem 13.3 emald ¢ fkrm
"‘document frequency-inverse term frequency”. The DF-TTF Ofmtdﬂ/ J o,fk'

total # of words in d
# of occurrences of t in d

As an alternative to TF-IDF, Suraj proposes the DE=

document d is defined below:

" # of documents in which ¢ appears

df-itf(¢, d
itf(t, total # of documents

Fill in the blank: The term ¢ in docume at best summarizes deetiment dJds the term with

—
the largest DF-ITF in document d Sw“u *C | Lo 2] V‘”(

ncd AL ewe i

Click to view the solution. /\

Problem 14

Consider the following corpus:



