X

Logistic regression




X

localhost

Logistic regression

e Logistic regression is a linear classification technique that builds upon linear regression.

e |t models the probability of belonging to class 1, given a feature vector:

P(y; = 1|x;) = g(wg + wlxl(. ) ¢ wle(. ¥. .. +wdxl(. )) =0 (w - Aug(x,-))
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Logistic regression

e Logistic regression is a linear classification technique that builds upon linear regression.

e |t models the probability of belonging to class 1, given a feature vector:

Py = 118 a@ + O +@x+ . (W) = o (i - Aug(G)
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Logistic regression

e Logistic regression is a linear classification technique that builds upon linear regression.

e [t models the probability of belonging to class 1, given a feature vector:

P(y; = 1|x;) = o(wq + wlxgl) + w2x§2)+. o Awyx ) = (w0 - Aug(x))

i

e Suppose we train a logistic regression model to predict the probability a patient has diabetes (y = 1) given their 'Glucose' and 'BMI".

8 T
If our optimal parameters end up being w = [ -7.85 0.04 0.08 ] , we then predict probabilities using:

P(y; = 1|Glucose;, BMI;) = o(—7.85 + 0.04 - Glucose; + 0.08 - BMI,)

" - =k e e
e To find the optimal parameters w , we minimize mean cross-entropy loss:

There's no closed-form solution for ;)" , so we use some numerical method (or, rather, sklearn does).

Rce(u_j) —l 2 (y; log p; + (1 — y;) log(1 — p;))
n —

I - a 0 ¢
—— Y [ log(o (i - Aug(®))) + (1 -y log(1 = o (i - Aug(F)) )]
i=1
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From binary to multiclass classification

e |n binary classification, there are only two possible classes, typically either O or 1.

Vi S {091}

e |n multiclass classification, there can be any finite number of classes, or labels. They need not be
. e \
umbers, either. C = p Addie, Qpinstap, Gesdo S

y; € {Adelie, Chinstrap, Gentoo} { ¢ ’ - 3

o Important: Let C be the set of possible classes for our classification problem, and let | C| be the

number of classes total.




Multinomial logistic regression

e Multinomial logistic regression, also known as softmax regression, models the probability
of belonging to any class, given a feature vector 55,-.

Think of it as a generalization of logistic regression.
. 5 eLBAdelie Aug(;‘; i )
Padelie = P(y; = Adelie|x;) = —3 : - . -
{wAdd:ie)Augm) ey Aug () 4 @ o-Aug(%)
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Multinomial logistic regression

o Multinomial logistic regression, also known as softmax regression, models the probability
of belonging to any class, given a feature vector X;.

Think of it as a generalization of logistic regression.

™ JiramyAug()
Padelie = P(Y; xz) =

eu_}Adelie'Aug(;i) + eu—EChinsUap Allg(.;,) + eujGentoo°Aug(£i)

PChinstrap = P(y; = p|X;) = — = 3 = 5 P
ewAdelie°Aug(xi) + ewChinstrap’Aug(xi) + eWGentoo -Aug(x;)
denowindrr  defred so 10l Fuge ot Pelinehor f Popnten = |
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Aside: The softmax function

e The softmax function is a generalization of the logistic function to multiple dimensions.
Suppose Z € R% Then, the softmax of Z is defined element-wise as follows: e S_

e For example, suppog

O 80 +e2+et
e
| o(2) e—>+e2+et
“havrd wa et
e d+e+et S
Hf—J 36. 1

note the constant denominator! WV
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. LogisticRegression

§LogisticRegression(multi_class='multinomial')§

e |ntotal, the fit model has 3 X 2 = 6 coefficientsand3 X 1 = 3 epts.
In [37]: 1 model_log.coef_

> W1 T | =0 x T
Out[37]: array([ /_/ Aa(e.lue : 8‘9

[ 0.84, -0.01],
[ .02, 0.01]]) D

In [39]: 1 model_log.intercept

Out[39]: ar@

In [40]: 1 model_log.classes_

'

0.96, -25.43]) -4 - 2C. l’f 3
UozzzaLvo 0.0°2

Out[40]: array(['Adelie', 'Chinstrap', 'Gentoo'], dtype=object) D . O ‘
‘.\/\/' ®
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ut[40]: array(['Adelie', 'Chinstrap', 'Gentoo'], dtype=object)

e When calling model_log.predict _proba,weg

n [41]: 1 model_log.predict_proba(pd.DataFrame( [{
'bill_length_mm': 45,
« 'body_mass_g': 4500
- D))

utl41]: array([[0.14, 0.01

I 7 S v
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ut[40]: array(['Adelie', 'Chinstrap', 'Gentoo'], dtype=object)

e When calling model_log.predict _proba,weg

n [44]: 1 model log.predict(pd.DataFrame( [{
| 'bill_length_mm': 45,
3 'body_mass_g': 4500
1))

ut[44]: array(['Gentoo'], dtype=object)
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In [47]: 1 util.penguin_decision_boundary(model_log, X_train, y_train, title="Softmax Regression Decision Boundary")

Softmax Regression Decision Boundary
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Out[3]:

pixell pixel2 pixel3 pixel4 ... pixel781 pixel782 pixel783 pixel784
0 0 0 0 0 0 0 0 0
1 0 0 0 0 .. O 0 0 0
2 0 0 0 0 0 0 0 0
59997 O 0 0 0 .. O 0 0 0
59998 O 0 0 0 .. O 0 0 0
59999 O 0 0 0 0 0 0

02
206

60000 rows @Iumns
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In [5]: 1 X_train.iloc[98]
Out([5]: pixell 0
pixel2 0
pixel3 0
pixel782 0
pixel783 0
pixel784 0 7
Name: 98, Length: 784, dtype: int64 .
il
]

e The first 28 pixels are the first row of the image, the second 28 pixels are the second row of the image,
and so on. To view the image, we can reshape the vector into a 2D grid.

In [6]: 1 X_train.iloc[98].to_numpy().reshape((28, 28))

Out[6]: array([[o, 0, 0, ..., 0, 0, O]
0. B 10 wway S0 B Gl
0, 0, 0 9, 0, 0]

0, 0, 0, .. 9, 9, 0.
By B By wwwy @y 0; Ol
0, 0, 0 0, 0, 0]
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Model #2: Multinomial logistic regression -/

e Multinomial logistic regression, or softmax regression, predicts the probability that an image 55,- c R’% belongs to
each class.

ed)’j -Aug(f i)

9 u—3 -Au _),'
Zk:O eWi -Aug(x;)

P(image x; is of digit j) = P(y; = j|x;) =

Here, jcouldbe 0,1, 2, ..., ©.
e To train a multinomial logistic regression model for this task, we'll ultimately need to find 10 optimal parameter

B w’w (Mawrf;vf s :}—ngO

vectors, wy, Wy, ...
1
o x (F6Y+ Q .




In [65]: 1 px.imshow(model log.coef [0].reshape((28, 28)), color_continuous_scale=

Class 0 Coefficients

148 o

197 - 0.002

20~ —0.004

5. ~0.006
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e Principal component analysis (PCA) is an unsupervised learning technique used for dimensionality
reduction.

o |t'll allow us to take:
= X _train, which has 60,000 rows and 784 columns, and transform it into

= X_train_approx, which has 60,000 rows and p columns, where p is as small as we want

PCA A
3 wowf ’

X+v-4:\n rppo X
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o |t'll allow us to take:
= X train, which has 60,000 rows and 784 columns, and transform it into

= X_train_approx,which has 60,000 rows and p columns, where p is as small as we want

(e.g.p = 2).

e |t creates p new features, each of which is a linear combination of all existing 78

0.05 - pixe 1+...—

new feature 2 = —0.06 - pixel 1 + 0.5 - pixel 2+. ..+ 0.04 - pixel 784

T T 7

These new features are chosen to capture as much variability (information) in the original data as
possible.

new feature 1 .35 - pixel 784




